
CASE STUDY

CMS at CERN explores LHC data 
further with Intel® technology

The Large Hadron Collider at CERN is the world’s largest particle collider, 
generating huge volumes of data in its quest to make discoveries in particle (also 
called high-energy) physics. When the collider was switched on after a two year 
energy upgrade program, the experiments that detect and record the collisions 
and analyze its data output needed to be ready. In preparation, one of the two 
general-purpose experiments, Compact Muon Solenoid (CMS), upgraded its online 
data acquisition system to one using the Lustre* file system and the online data 
analysis cluster supported by Intel® technologies. 

Challenges
•  Find opportunities. CMS is a general-purpose experiment at CERN, tasked with

processing vast amounts of particle collision data in real-time to select a sample
of events with interesting physics signatures for storage and subsequent offline
data analysis that could be new discoveries.

•  Store safely. CMS needed to ensure it was able to capture and temporarily store
up to 250 terabytes for three days to prevent data loss in the event of a power or
communication issue with the CERN/IT storage infrastructure, or delays in offline
data processing.

•  File centrally. It also needed a global file system to manage centrally a large set
of files produced by the online analysis cluster.

Solutions
•  Lustre filing. The open-source Lustre file system, included in Intel® Enterprise

Edition for Lustre* software, gives centralized access and visibility across all
cluster nodes, of both files with event data, as well as metadata.

•  Intel performance. CMS decided to upgrade its online data acquisition cluster
with new servers provided by Megware and running on an Intel® Platform
Collaboration and Systems Division solution powered by Intel® Xeon® processor
E5-2680 v3.

•  Storage from NetApp*. The underlying storage used by the Lustre file system
is ensured by NetApp devices, which integrate seamlessly with Intel technology
and Lustre.

Intel® Xeon® Processor - Intel® Enterprise Edition for Lustre* software
High-Performance Computing
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 “It was important to us 
that our new file system 

was based on open source, 
as it gave us the ability to 

assess the technology on a 
demonstrator system, while 
the turn-key installation for 
the production system can 

scale over time.”

– Frans Meijers,  
Project Manager Data 

Acquisition,CMS

Impact
•  Easy management. Full visibility 

of the file system across the online 
analysis cluster allows CMS to 
maintain tighter control of resource 
use and resolve any issues faster.

•  Open scalability. CMS can 
scale up its open source Lustre 
implementation quickly and 
economically when needed, allowing 
flexibility for growth.

•  Support. Quick access to Intel 
support for Lustre was critical for 
CMS in the adoption of this new 
technology. 

Seeking the next discovery

The discovery of the Higgs boson 
made the news around the world for 
furthering our understanding of the 
universe. It was established by two 
experiments capturing data generated 
by the Large Hadron Collider (LHC) at 
CERN, one of which was the Compact 
Muon Solenoid (CMS) experiment. 

One of the two largest general-
purpose LHC experiments, CMS is 
designed to record and identify a wide 
range of particles and phenomena 
produced in high-energy collisions. 
Over 3,000 physicists, engineers, 
technicians, students and support staff 
from 182 institutions in 42 countries 
contribute to the experiment. Their aim 
is to measure physics processes in the 
LHC’s output with high precision and 
to identify anomalies and interesting 
events that could open up new avenues 
of research across a broad range of 
physics phenomena, including dark 
matter and supersymmetry.

After the Higgs boson was discovered, 
the LHC was shut down for a two-
year overhaul. When switched back 
on in early 2015, it was capable of 
creating collisions with much more 
energy and using higher luminosity 

than previously, using more particles 
at one time which in turn create more 
collisions, and more data. The central 
CERN data center needed to ensure 
its computing infrastructures were 
ready to handle this increased data 
volume of all four LHC experiments by 
adding over 25 petabytes of compute 
and storage capacity for the switch-
on, and the capability to scale up over 
time. It was also essential to ensure 
the computing resources available 
were as efficient as possible to keep 
costs under control while ensuring 
results were achieved as quickly and 
accurately as possible.

Getting ready

The team at CMS operates a detector 
at the LHC, which captures data about 
all collisions and filters it in real-time 
with purpose-built electronics. These 
data are then analyzed in real-time 
with a computer cluster to determine 
whether or not they are of interest 
for CMS research and if they are, sent 
through to the CERN Tier 0 data center 
for its scientists to analyze. If the data 
are not relevant, they are discarded. 
Only about one in 10,000 collisions 
can be retained. 

With unprecedented volumes of data 
expected to come through the CMS 
detector, the team needed to ensure 
its data acquisition and online storage 
capabilities were ready. In particular, 
it was necessary to update its short-
term data storage capabilities. “A lot of 
research groups rely on the LHC when 
it’s running, and the LHC operates 
regardless of whether any one of 
the four experiments has an issue 
collecting or analyzing data coming in,” 
says Frans Meijers, project manager 
for data acquisition at CMS. “We have 
to guarantee that we can capture and 
store up to 250 terabytes of data for 
up to three days, so that if there are 
any communication issues between 
our system and the Tier 0 data center 
or delays in offline data processing, 
nothing will be lost.”
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At the same time, CMS needed to 
update and expand the processing 
power of its data acquisition computing 
cluster. “We need to make split-second 
decisions about whether a given piece 
of data is worth keeping or should 
be deleted forever,” Meijers explains. 
“We can’t afford to get it wrong, as 
this corresponds to a waste of LHC 
accelerator time. We need to have 
all the metadata about each file with 
collision data in one place, so it’s easy 
to manage. Our old data acquisition 
system used several disjointed file 
systems, making it hard to get a full 
picture of the data sets recorded.”

Creating cohesion

Wanting to implement a data 
acquisition solution that would offer 
greater flexibility and scalability than 
the previous custom system, CMS 
chose to implement a new scalable and 
distributed solution based on Lustre, 
an open-source parallel file system 
spread across multiple nodes, and 
managed using Intel Enterprise Edition 
for Lustre software. This new file 
system was implemented using DELL 
R720* servers, based on Intel® Xeon® 
processors E5-2670, and a NetApp 
storage solution. 

“It was important to us that our new 
file system was based on open source, 
as it gave us the ability to assess 
the technology on a demonstrator 
system, while the turn-key installation 
for the production system can scale 
over time,” says Meijers. “With Intel 
Enterprise Edition for Lustre software, 
it’s easy to configure and install as well, 
and Lustre gives us a lot of flexibility 
to grow as we can acquire more server 
licenses easily and economically 
whenever we need them,” says Lavinia 
Darlea, system administrator for the 

CMS online data center.

Meanwhile CMS also implemented a 
new suite of NetApp storage devices. 
“We had a good relationship with 
NetApp already, and following a proof-
of-concept, we were confident that this 
was the ideal solution for our storage 
needs, as it integrated well with the 
Intel technology-powered Lustre 
environment,” says Darlea.

Since the initial implementation, 
a significant part of CMS’s data 
acquisition infrastructure has been 
upgraded with new Megware MiriQuid* 
servers running on 880 Intel® Xeon® 
processor E5-2680 v3, which is an Intel 
Platform Collaboration and Systems 
Division solution. CMS plans to 
update its servers to run on the latest 
generation Intel Xeon processors. 

Ready to discover

A few weeks into the new LHC run, 
CMS was busy processing the new 
data coming in from its detector. “It’s 
a complete change from the way we 
handled our incoming data before,” 
Darlea  says. “Now we have a global 
file system, it’s much easier for us to 
manage and we are able to achieve the 
centralized view that eluded us before. 
In the event of any issues, we’ll be able 
to find and resolve them quickly now, 
compared to before when we would 
have to spend precious time searching 
for the source of any glitches.”

The team expects that having Lustre in 
place will also have a positive impact 
for researchers over time. “It’s early 
days yet, but we think they’ll see a 
difference in the ability to bring in 
additional computing resource when 
we need it,” says Meijers. “With the 
LHC’s output up and our data selection 
criteria becoming more complex, 

Spotlight on CMS at CERN
CMS is a particle detector that 
is designed to see a wide range 
of particles and phenomena 
produced in high-energy 
collisions in the LHC. Like a 
cylindrical onion, different 
layers of detectors measure 
the different particles, and use 
this data to build up a picture 
of events at the heart of the 
collision. Scientists then use 
this data to search for new 
phenomena that will help to 
answer questions such as: What 
is the universe really made 
of and what forces act within 
it? And what gives everything 
substance?

Find the solution that’s right for your 
organization. View success stories 
from your peers, learn more about 
server products for business and 
check out the IT Center, Intel’s resource 
for the IT Industry.

Global research organization boosts its data-
handling capabilities with Intel® technologies

having the global file system will 
enable us to scale up the aggregate 
throughput and volume of the 
recorded data.”

He concludes: “We expect we can add 
up to 100 percent more bandwidth 
over time. The new computing 
resources we have implemented are 
tailored to meet our needs today 
but we know they’ll also give us the 
headroom we need for tomorrow.”

www.intel.co.uk/Itcasestudies
www.intel.co.uk/Itcasestudies
www.intel.com/xeon
www.intel.co.uk/itcenter
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